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&I C with CUDA Extension |ZBi% <X
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void saxpy_serial(int n, float alpha, float
*X, float *y)
{

. . for (int i=0; i<n; ++i)

ZHECO—F y[i] = alpha * x[i] + {il;
}
Il Invoke serial saxpy() kernel
saxpy_serial(n, 2.0, X, y);
CPUMBI—/LL __global  void saxpy_parallel(int n, float alpha, float *x, float *y)

GPUTZE1TY 2B {
int i = blockldx.x * blockDim.x + threadldx.x;
if (i <n) y[i] =alpha * x[i] + y[i];

}

B O=N b+ ALy IDE I/ Invoke parallel saxpy() kernel (256 threads per block)
ZOFEFIUTYIAER int nblocks = (n + 255)/256;
saxpy_parallel <<< nblocks, 256 >>>(n, 2.0, X, y);
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CUDA Not 2x or 3x, Speed-ups are 20x to 150x
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Unified Shader
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ECC (Error Checking and Correction) <

NVIDIA

* DRAMMDECCIZ&ST—2I5—DKRE
* GDDRS5 AE!)—®MECCHHKR—Fk

» RO EELZRERFLECC THREE

¢ LORA—T7()L, L1Fxvyia, 2% vyia

* Single-Error Correct Double-Error Detect (SECDED)H7R—k
*» 2EvhDRYITVIMLE (BERITSE)

© 2009 NVIDIA Corporation
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» |EEE 754-2008 results Multiply-Add (MAD): D =A*B +C;

® 64-bit double precision

& 32-bit single precision

* full-speed denormal operands & results
® NaNs, +/- Infinity

(truncate digits)

® |EEE 754-2008 rounding
® nearesteven, zero, +inf, -inf Fused Multiply-Add (FMA): D = A*B + C;

» IEEE 754-2008 Fused Multiply-Add (FMA)

*« D=A*B +C; = _ (retain all digits)
* No loss of precision -
+

* |EEE divide & sqrt use FMA

(no loss of precision)
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NVIDIA Nexus IDE (#i&{LBARIEEE) B

=] Mexus CUDA Samples.90 (Debugging) - Microsoft Visual Studio (Administrator)

File Edit Build Debug Window Help
Fe E- b [De
Hex % [ @ -
Process: [4560] GPU - matrixMul.e ~ Thread: [2772376] <No Mame>
Selution Explorer - matridMul > I x
@l
,j Solution 'Mexus CUDA Samples.90' (3 projects)
= :‘E matrixMul
 inc
LT srC

View Project Mexus  Toeols Test
ERA AN N
5 % b ar || = 2O &

. ¥

matrixMul_kernel.cu

Stack Frame:

|| matrixMul.cu

[S5)

Dimensions

&) NVIDIA Nexus - CUDA Focus Picker

Block:
Thread:

i) Examples

#129 for block index 129
10 for coordinates 10, 0
10, 5 for coordinates 10, 5

QK Cancel

\
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Locals
Walue
=16, y=16,z=1}
{x=8,y=5z=1} const dim3
s As 0x00000024 {{0.20108546, 0.23432112, 0.2616657, 0. 18860439, ...}, {0.8812524; float[18][16] _ shared__
s [l 0x00000024 {0.20108646, 0.23432112, 0.2616657, 0.18860439, ...} float[16] _ shared__

[1 0x00000064 {0.83125247, 0.21982432, 0.15710929, 0.15753655, ...} float[16] _ shared__

2 0x000000a4 {0.55427718, 0.1802118, 0.76696068, 0.56581318, ...} float[16] _ shared__

3 0x000000e4 {0.50716575, 0.673513, 0.25108584, 0.37244788, ...} float[16] _ shared__

0x00000424 {{0.80645162, 0.41080967, 0.12955107, 0.25792198, ...}, {0. 179754( float[16][16] _ shared__
int

Mame
# blockDim
# gridDim

Type
const dim3

int
int

Autos Ji_-jLocals |2} Threads |[s] Modules
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S
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Device 0

c:/ProgramData/NVIDIA Nexus 1.0/Samples/CUDA/Debug
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‘Warp Mask: 0:x000000FF

Active Mask: OxFFFFFFFF, PC: 0:x000703E8, matrixMul_k
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